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Abstract: Justified trust is rationally permitted trust; wise trust is excellent trust. Excellent (dis)trust is always justified (dis)trust, but the reverse is not true. You can be justified in distrusting someone and yet it be wise for you to trust. Contrary to folk saying, wisdom does not favour distrust ahead of trust. This paper explores what it takes to be wise in entering, maintaining, modifying, and exiting trust relations. Wisdom is socially scaffolded including by distributed networks of distrust that make local trust wise.

Philosophers have written a lot about trust, and a little, certainly less than we ought to have, about justified trust, but only Annette Baier has broached the question of wise trust.
 Perhaps it is a topic only to be broached by those brave enough to write in ‘antiphonal’ (Baier 1986, p. 260) voice, saying things that are seemingly in tension, as a topic is assayed now from one direction, now from another. Folk wisdom seems both to favor caution (‘fool me once, shame on you; fool me twice, shame on me’) and boldness (‘nothing venture, nothing win’). Baier is sceptical that we can give any useful rules to guide those wondering where they should place their trust. Quoting Epicharmus, ‘The bone and sinew of wisdom is “Never trust rashly”’. Baier asks ‘But how are we to tell rash trust from wise trust, sensible ventures from silly adventures?’ and the advice is useless if we cannot (Baier 1994, p. 151). In this paper, I hope to make at least some further progress in understanding what makes trust wise or foolish, and in understanding the skills that it takes to be wise in our trust. Trust relations are typically dynamic and at least somewhat temporally extended, which means that an exploration of wise trust breaks down into an investigation of the skills and capacities it takes to be wise in entering, maintaining, modifying, and exiting them. Like Baier, I am sceptical of finding rules or even useful high-level generalizations, but nonetheless there is meaningful advice we can offer to those who would be wise in their trust. Further, we need not buy into the idea that wisdom is something that inheres in the agent alone rather than in the agent in interaction with her social environment, which opens the possibility of engineering wisdom-promoting environments, or so I will argue.

The paper proceeds as follows: first I locate our target, wise trust, within the terrain of nearby evaluations (§I). We evaluate trust as apt, justified, rational, and wise, as well as their opposites, but what is the relationship between these different dimensions of evaluation? Clarifying the relationship between the different ways we evaluate trust will help us hone in on the target of wise trust. It also reveals the connection between our question and the more discussed question of justified trust, for wise trust, though it meets a more demanding standard, is always also justified trust and philosophers have had something to say about when and why trust is justified. It turns out, however, that there is little substantive that can be said here without commitment to an account of what trust is and so I introduce my preferred affective attitude account of trust (§II), before going on to defend an account of the signature skills of wise trusters (§III) and exploring the ways in which wisdom is relational and sustained socially (§IV). The wisdom of my trust may depend on well-designed systems for distributing distrust or for providing assurance. We function, well or badly, not as solo trusters but as nodes in interconnected webs of trust and distrust. 
I

The many dimensions of assessment and their relation. The concepts trust and trustworthiness are paired and our analysis of one must shape our analysis of the other because the two stand in the relationship of fit. Trustworthiness is recognized and given proper uptake in trust. That is, just as a belief succeeds when what is believed is true and fear succeeds when its target is dangerous, trust succeeds when it is directed at the trustworthy. Borrowing from the literature on the emotions, we can call this dimension of assessment – a kind of analogue of truth – ‘aptness’. Trust is apt when directed to the trustworthy and not when directed at the untrustworthy. It might, however, be a mere lucky chance that someone’s trust is apt. If you trust everyone, then at least sometimes you are bound to get it right unless unfortunate enough to live in a world in which there is no trustworthiness to be found in your vicinity.  Indiscriminate trust will set you up for betrayal; indiscriminate distrust will make you forgo the goods of well-placed trust and set you up for loneliness and anxiety. We want out trust not just to be apt, but to be non-accidentally apt, or at least more likely to be apt than not. That is, we want our trust to be justified. 

The evaluative dimensions of justified and rational are related. Some epistemologists claim that they amount to the self-same thing and that calling a belief justified, rational, or reasonable are just different ways of pointing to the same property (Cohen 1986). Externalists about justification, who claim that whether a belief is justified can depend on facts outside the agent’s head such as whether they are a brain in a vat or a normal person in (what we take to be) the normal world, will want to prise them apart. A belief can be rational and yet not justified if you are unfortunate enough to live in a world described by a global sceptical hypothesis.
 Goldman allows that rules of rationality might be distinct from rules of justification (1986, p. 60) and he seems right to do so. You can be justified in forming the belief that-p on the basis of the evidence that you have; that is, it can be rationally permissible for you to believe that-p and yet it also be rationally permissible for you refrain from forming that belief and keep inquiry open. These cases point to a limited role for the will in belief: you can decide whether to believe on the basis of your evidence or whether to keep inquiry open (Nickel 2010). Rationality is permissive
and, though not just anything goes, rationality can permit more than one option. 
Applying the lessons from thinking about justification and rationality in the case of belief to the case of trust suggests that we can be justified in trusting while also not being rationally criticisable for withholding trust. And this brings us to the question of wisdom: when faced with more than one option, either of which would be justified and neither of which is rationally criticisable, what is the wise thing to do? Justified trust is rationally permissible trust, wise trust is excellent trust. Excellent (dis)trust is always justified (dis)trust, but it should be an open question whether the reverse is true. Perhaps it can be wise to trust even though we would be justified in distrusting. We should not assume that wisdom favours caution and so favours distrust whenever distrust is justified. The costs of trusting the untrustworthy might be more obvious but they need not be greater than the costs of distrusting the trustworthy. There are opportunity costs when we distrust the trustworthy: we lose the benefits that could be ours were we to engage in what would be successful cooperative ventures. Even more seriously, we risk moral harm to those we are quick to distrust not only by blocking them from the goods of successful cooperation, but by the disrespect we show in doing so (D’Cruz 2019).
In sum: apt, justified, rational, and wise are related as follows. Apt trust is directed to the trustworthy, but it can fail to be justified, rational, or wise. Justified trust is rationally permitted trust, but rationality can permit both trusting and withholding trust. Wise trust is excellent trust: it is justified trust plus something, that something being whatever it is that lifts it above the bar of mere justification, helps us resolve indeterminacy, and makes us capable of doing well in trust relations in all their complexity, variety, and particularity. Wise trust will tend to be apt trust, but even the wise are not infallible and may sometimes direct their trust to those who are untrustworthy.
II
Justified trust. If wise trust is justified trust+ then we can start to get purchase on understanding wise trust by examining what makes trust justified. Your analysis of what trust is sets constraints on what you can say about the justification conditions for trust, and so the question of justified trust cannot be broached independently of at least a sketch, if not a full account, of trust. For example, if you say that trust just is the belief that the other is trustworthy, then unless you are willing to take on evidentialism you must say that it is justified if and only if there is sufficient evidence for that belief (Hardin 2002, p. 7), or if you say that trust is partly constituted by a belief, such as the belief that the other has a commitment to act in the way expected plus willingness to rely upon them to meet that commitment (Hawley 2014, 2019), then you must say that it is justified only if that belief is justified. Perhaps more is required for justification; perhaps justification also rests on other considerations targeting the rational permissibility of reliance, but at a minimum the constitutive belief must be justified. Any cognitive account that makes belief fully or partly constitutive of trust runs thus head-on into evidentialism, or the injunction never to believe anything except on sufficient evidence. It also runs into the ‘wrong kind of reasons’ problem and so must either deny that the only reasons that can support belief are reasons that bear on whether or not the proposition believed is true, or deny that trust can be justified on the basis of moral, or prudential, or other pragmatic grounds.
 That is, they must be reasons that provide evidence for trust’s constitutive proposition, however exactly that is defined. It seems, however, that we might want to trust or withhold trust for a range of different reasons, from moral to prudential; from considerations grounded in the targets of our trust (activating trust-responsiveness (Pettit 1995, McGeer 2008)), to considerations grounded in ourselves, such as personal ideals of openness and adventurousness. The wisdom of these adventures in trusting would seem to depend on what is at stake for ourselves and for others in trusting or withholding trust, the social climate we inhabit, and the tendencies in our own trust and distrust (are we inclined to be overly optimistic, or overly pessimistic?).

My preferred account of trust can accommodate this reasons-pluralism. It takes affect to be central to trust. Let me sketch it here.

Trust – A trusts B in domain of interaction D if and only if, A has an attitude of optimism that B’s competence and responsiveness to her dependency will extend to cover that domain.
That is, when we trust, we do not have a generalized tendency to be optimistic but a targeted one: optimism that the one-trusted will be willing and able to be directly moved by the fact that we are counting on them, were we to do so. It is linked to domain rather than to particular action. Being trustworthy in a given domain (e.g. health care, teaching, friendship, plumbing) can require the performance of a whole range of different actions, as well as the exercise of discretionary powers in how best to respond to dependencies of that kind (Baier 1996). Optimism is one of a spectrum of affective attitudes that it is possible to take towards one’s vulnerability to the agency of others and they ways in which they might or might not respond to our potential dependency. At the one end is trust, characterized by targeted optimism, at the other the wary suspicion of targeted pessimism that defines distrust and in between caution, neutrality, and hope. Recognizing all the possible locations on this spectrum will turn out to be important for understanding wise trust, for the wise recognize the in-between locations and do not rashly respond to betrayal with distrust when a return to neutrality might do instead. I return to this in the next section.

Trust, as an affective attitude, functions as a biasing device, as all emotions do. It is a kind of lens through which we view the world, and it focuses our attention, directs our inquiry, shapes our interpretation and structures our inferences.
 When I trust you, I will interpret your words and deeds in ways compatible with the assumption that you will be responsive to my dependency. You could say or do the self-same thing as someone who I distrust says or does and yet, where I can, I will interpret your words and actions favourably: That comment? No, it isn’t off ... obviously they must have meant something like this. That action? There’s some innocent explanation. They aren’t out to get to me. Trust shuts down lines of inquiry into the motives and likely actions of others, inquiry that might otherwise have seemed warranted. Trust’s biasing role makes it resistant to evidence because that very evidence is interpreted through the lens of trust, so trust is to a degree self-confirming. Distrust is even more self-confirming than trust because it both messes with the evidence and prompts withdrawal making it difficult for the distrusted to demonstrate that they can, after all, be trusted. 
Trust thus involves a disposition to have ‘trusting interpretations,’ which shape our perception of risk, making the risks of incompetence and let down cease to be salient. Trusters willingly engage in what might, absent trust, seem to be risky dependencies. Sometimes not even friends can warn us, and it is only after our trust is betrayed that we wonder, ‘What on earth was I thinking? How did I not see that coming?’ even as our friends saw it coming all along. 
Trust is not a species of reliance
 but it gives rise to willing reliances. Trust is not an action and cannot be willed, but it is action-adjacent because of the ways in which is shapes our perception of the reasons we have. Trust naturally unfolds in action, in dependencies willing undertaken, in cooperation, in intimacy, and so on, depending on the object and domain of our trust. Actions are subject to evaluation in terms of risk and benefits, or the expected utility of acting versus refraining from acting. The action-adjacency of trust makes its justification sensitive to the risk of acting on trust, for trust naturally will unfold in action, absent deliberate effort to block its unfolding (and why would you do that, given the risks of let down and incompetence fall from view?).  Whether I should trust you in a domain depends on the level of risk acting on such trust presents. The evidential base that I require for justified trusting is likewise sensitive to the level of risk presented by my trust moving from disposition to activation in willing reliance in the domain in question. And that’s going to depend on (i) whether competence in this domain may safely be presumed to be generally present in a context and among a population (strangers not attacking you in the street around here) or whether it requires hard to find skills (including not just technical skills; e.g. medical skills, but also moral and social skills) and (ii) whether responsiveness to dependency is likely to be in ample or in short supply, which depends not only on the traits of individuals but the social climate. Climates of scarcity, precarity, and conflict of interest will make willing responsiveness to the ways in which others are counting on you more costly than they would be in more abundant, less agonistic climates. 
The affective attitude account of trust is reasons-permissive and gets to be so without needing to challenge evidentialism head on because trust, not being a belief, is not subject to the norms of belief. There is no ‘wrong kind of reasons’ problem because all kinds of reasons can be reasons to trust or to withhold trust: cost/benefit analysis, encompassing considerations of climate and vulnerability as they affect expected utility, evidence in favour of trust’s distinctive way of viewing the other which presents them as trustworthy while not yet amounting to the belief that they are, the moral purpose that might be served by viewing others through the lens of trust, and the personal change that we might hope to effect by viewing others this way, such as greater openness to intimacy and to adventures in trust, though, with luck or wisdom not ‘silly adventures’ (Baier 1994, p. 151). Nor is this list intended as exhaustive.

Reasons pluralism makes it more likely that more than one option on the spectrum from trust to distrust could count as justified than would be the case on a view that holds there is only one kind of reason to trust: Considerations of this kind favor trust, considerations of that kind favor distrust or neutrality, and rationality permits weighing them this way, or that way. Either way you go you will count as justified. But what is the best way to go? What would the wise do? And is there always a single answer here? The folk offer conflicting advice. There’s a risk averse strand that recommends steering in the direction of distrust and being conservative in our trust where doing so is justified. But could this strand be mistaking hard-heartedness for hard-headedness?  
Let us look at a case of ‘therapeutic trust’ (Horsburgh 1960): a mother decides to leave the house in the care of her teenage daughter over the weekend, even though her daughter’s past track record is spotty and she recognizes that there is a real possibility that her daughter will host a noisy party, annoy the neighbours, and trash the house (Jones 2004). It is controversial whether, and if so in what sorts of cases, therapeutic trust counts as real trust or merely as entrusting (Pace 2020), but there is reason for thinking it can be real even on a relatively strong account of trust such as the affective attitude account. I have claimed that trust is partly constituted by trusting interpretations, which in turn explain why those who trust willingly engage in what would otherwise seem like risky dependencies. The trusting interpret the words and deeds of the other through the lens of their trust and this changes the salience and reason-giving force of reasons as they relate to risk at the hands of another’s agency. The mother could see her reasons in this trusting way: Were it possible to for her to give the daughter the impression that she was being trusted by, say, having a neighbour discretely check-in and alert her to any possible problems, she would not do it. The usual reason-giving force of the risks of a huge cleaning and neighbour-soothing job are not taken to be relevant in deciding what to do.
 Though an affective attitude account rules out directly willing trust, it is possible to cultivate it: Instead of focusing on these aspects of her daughter’s past behaviour, the mother could focus on the recent improvements in responsibility. By controlling her focus of attention, she is able to find in her daughter’s behaviour grounds for optimism that this time she will respond to the ways in which she is being counted on. This is not a fantasy projection because it picks up on real features of her daughter’s recent behaviour. The trust so cultivated might yet be somewhat tentative; that is, she still feels the pull of the considerations that count against leaving her daughter in charge of the house, but she sets those reasons aside and does not take them into account in deliberating about what to do. She does this for self-focused and other focused reasons: she wants to improve her relationship with her daughter, and she wants her daughter to become more trustworthy and thinks that by trusting and demonstrating her trust she can elicit trust-responsiveness.
 These are reasons that justify trusting. Past track record, severity and likelihood of bad outcome, as well as the availability of resources to mitigate it, all count in favor of not trusting, even of actively distrusting. Why then might it be wise to trust? There could be many different answers, but some are some non-starters. It can’t be wise simply because it might turn out well, for equally it might not. Nor can it be wise because it did in fact turn out well, if it did, for that would be to retrospectively attribute excellence based on evidence simply not available at the time. More plausibly, it could be wise because it is wise to see this move as part of a larger story of the relationship between the mother and the daughter. This could be so whether, at story’s end, the teenager successfully adults and the two go on to have a close adult parent-child relationship, or whether the story is one of repeated attempts and repeated failures and the relationship remains fraught. The trying itself can have both meaning and expressive function. It is not rationally required to take the long-view of any particular choice, even of choices regarding relationships that are themselves likely to be long, but doing so may demonstrate wisdom. Or it might not; the details matter.

Not only can you be justified in distrusting and yet it be wise to trust, you can also be justified in trusting and yet it be wise for you to remain neutral. Perhaps you are trying to recalibrate the tendencies in your own trust. You recognize that you tend to be over-optimistic or at any rate over-optimistic towards people like this in domains like that. And so you bring risk back into moderate focus and pull back to neutrality. 

We might wonder whether there is anything more systematic that we can say about what it takes for trust to be wise, for, so far, all it seems I’ve said is, ‘it depends’. Things look worse yet since, though I’ve said wise trust is always justified trust which looks like it might help us get a firmer purchase on wise trust through our purchase on justified trust, reasons-pluralism about justification seems to generate the answer that ‘it depends’ when it comes to justification. So it depends on something that depends! Small wonder then that only Annette Baier whose writing is rich in anecdote, story, and particular observation has dared broach the topic of wise trust. 

Let’s back up and look afresh at the position of would-be trusters, what they are trying to do, the resources they have available to help them do it, and the skills it takes to do it well, and see if we can get more purchase.
III
Wise trust. Those who would be wise in their trust aim at success in their trust relations. Successful trust relations need not be morally good trust relations (even thieves need to get into cahoots the better to achieve their larceny). To be successful qua trust relation is to achieve successful matching between would be dependents and those willing and able to be counted on in the way required. Wise trusters will, non-accidentally and for the most part, be able to engage in successful trust relations. 
The literature on justified trust takes as its primary question, ‘whom should I trust?’ and tacitly pictures an agent wondering whether to enter a trust relationship. However, the idea of a moment of decision, choice, or even inquiry, is largely a fiction. As Annette Baier notes, we typically find ourselves in the middle of trust relationships, relationships that we become aware of only when that trust goes bad (1996). Betrayal ripples and can bring to painful awareness other trust relationships that had previously gone unexamined causing us not only to revisit the question of whether to continue to trust in the face of betrayal but also to examine whether betrayal here has implications for trust elsewhere, and so to examine the patterns in our trust. The question faced by those who would be wise in their trust is hardly ever ‘whom should I trust?’ assuming I don’t already, but rather whether to continue with, modify, or exit the trust relationships we find ourselves in. Trust relations are typically both dynamic and temporally extended, even if the temporal extension is relatively short (walking down an ill-lit street at night). Undisrupted, they tend to grow in depth and extent (Harding 2013). Given that trust succeeds when it matches would-be dependents with those up for dependencies of the relevant kind, by people like that, and given that that matching is typically at least somewhat temporally extended, we should expect to find skills, norms, or precepts governing success at the various stages of trust relations including entering, maintaining, modifying, and exiting them. Because of the dynamic nature of most trust relations, there is something artificial about breaking the skills, norms and precepts down into beginning, middle, and end skills, norms and precepts – in the middle, where mostly we are, things change and that change can be thought of as a kind of beginning anew, which is also an ending of sorts. Nevertheless, recognizing temporal extension and focusing in on trust’s stages is, I hope to demonstrate, analytically useful insofar as it can offer those who would be wise in their trust a way of breaking down the practical problem that they face. It can also help us come up with a more specific, and therefore potentially more deployable, enumeration of skills the wise truster must cultivate.

So far, I have spoken as if the wise truster is engaged in the enterprise of spotting those who would respond to her dependency solo, as if it were her responsibility alone to track down those who would respond to her dependency were she to count on them doing so. But trusters do not have to go it alone. Typically, the work of matching would be truster with the trustworthy is shared between truster and one-trusted. In recognition of our finitude and the importance of being able to place dependency well, we invest in making people richly trustworthy:

Rich trustworthiness – B is richly trustworthy with respect to A just in case (i) B is willing and able reliably to signal to A those domains in which B is competent and will take the fact that A is counting on her, were A to do so, to be a be a compelling reason for acting as counted on and (ii) there are at least some relatively central domains in which B will be responsive to the fact of A’s dependency in the manner specified in (i). (Jones 2012, p. 74)
The richly trustworthy reliably signal their domain-specific trustworthiness, including by signalling out when they are not up for a given kind of dependency or not up for it by you.
 I deliberately use the term ‘signal’ rather than ‘communicate’ because ‘communicate’ brings with it associations of an activity intentionally undertaken and involving moves purpose-designed to convey information from one person to another, such as language. Signals can be sent intentionally or unintentionally, can be understood by some but not by others, may be recognized as signals, or may be picked up and function as signals without this fact being recognized. We are always already signalling, using mechanisms from formal (certification) to informal (comportment, hairstyle, etc) (Jones 2012, p. 76). Sometimes in order to signal our trustworthiness, we need do nothing at all, and simply let standing signals (comportment, accent, framed graduation certificates) go uncorrected. At other times, we must actively communicate that standing signals do not apply here and now and that we can be counted on for more, or for less, than might be assumed. The untrustworthy can exploit standing signals to elicit trust that they have no intention of meeting. Nor can truster and trustee always be matched using standing mechanisms. Sometimes there are no relevant standing signals and trustworthiness requires intentional efforts at communication.
Not surprisingly, there is noise in both signalling and in receiving signals, including noise coming from unjust relations of dominance and subordination. For example, two or more Sudanese youths walking down the street in Melbourne minding their own business are routinely read by white people as threatening. Though giving off no objective signs of aggression their presence, behaviour, and comportment is taken to signal aggression
. They are perceived as untrustworthy. There may be little that they can do to block their very being being perceived by the racist majority as threat, except perhaps ‘whistling Vivaldi’, the strategy used by Brent Staples, a Black man, when walking alone at night through Chicago’s white neighbourhoods (Brent Staples, NYT ref). 
The wise truster is able to cut through the noise in signalling: that is to read messages as actually sent rather than as assumed, and, where required, to communicate to those they would trust the domains of their trust, to give, as it were due warning and invite being warned off in return. These paired skills of sending and receiving signals about who is counting on and who can be counted on for what is not the whole of wise of trusting, but it is a large part of it. It is particularly in evidence when entering trust relations, but relevant also in changing or exiting them. 
Let us begin by looking at wisdom in entering trust relationships. Trust relationships go wrong, qua trust relations, when there is a mispairing of truster and trustworthy in the domain in question. The wise are excellent senders and recipients of the signals that go into reliably making pairings between trusters and the trustworthy. There are two ways in which mispairing can happen that relate to signal failure:
 by failing to send signals when you ought to have and by failing properly to receive signals you were sent.

Sending and receiving signals is a constitutive part of our social fluency; that is, of our capacity to inhabit a social world seemingly effortlessly, to know what is going on and how to respond. A lot of our trust is tacit and simply assumed to be likely to target those who will be up for the relevant dependencies because most people (around here) usually are. We have standing dispositions towards optimism regarding who can be counted on for what and they are based on standing assumptions about the norms that are operative in our local environments: basic decency from strangers, basic health care from doctors, non-subversive plumbing from our plumbers (Baier 1986, p. 250), help moving houses but not moving bodies from our good friends, and so on. If we go ahead and trust in these domains without seeking out particular evidence about whether the one we would trust will in fact be responsive to our dependency we do something that is justified even if we do not take special care to communicate to the other the ways in which we are counting on them. 

Move out of contexts in which these are standing assumptions and generally known to be such, and things get more complicated. Cross-cultural contexts are ripe for misunderstandings because we cannot assume that expectations will be shared. That means that the wise truster must take on the burden of explicitly communicating the ways in which they would like to count on the other if only the other were willing. They need to establish a shared conception of the domain in which trust might operate. If they fail to do so and are then subject to let down, the one-trusted can lay the blame on them: ‘How could I possibly have known that you were counting on me?’ Grant, I failed to be responsive to your dependency, but I could not have been responsive because I did not know that you were counting on me in these ways. The truster failed to communicate the ways in which they were making themselves dependent on the one-trusted, there were no standing assumptions licensing such dependencies, and so, unsurprisingly, they were let down.
 Wise trusters take responsibility for communicating those dependencies to which they expect others to be responsive, when responsiveness cannot be assumed.

Nor is this communication necessarily an easy thing. It takes both social know-how and tact to know when and how to do this. It can be especially hard in cross-cultural contexts where norms of politeness vary and may dictate assent without necessarily bringing along a corresponding commitment to acting as counted on in the domain in question. Similarly, when stepping outside domains in which trust and trustworthiness are tacitly assumed (around here) explicit signalling effort (that is, communication) on the part of trusters will be required. 
The second class of failures in signalling concern failures to receive signals that have been sent or assuming signals have been sent when they haven’t. The wise do not engage in presumptuous trust; that is, they do not extend trust in the absence of any signal (standing or explicit) that it will be met with trustworthiness; nor do they extended it based on imagined signals. Wise trusters are alert to the actual signals of those they would trust. Communicating presumptuous trust threatens to use the other’s trust-responsiveness to manipulate them into a dependency relationship that they would not otherwise accept.

A failure yet worse than presumption is to refuse to give uptake to due warning. Sometimes we are warned off trust in a domain, where that warning can come with varying levels of explicitness. The foolish might go ahead, the wise will not. 

‘Don’t be presumptuous in your trust’, ‘Don’t trust when warned off,’ ‘Don’t simply assume that others will be aware of your trust,’ might look like high-level maxims that are useless in practice, on a par with ‘Never trust rashly’. This is overly pessimistic. We’ve gained more traction than that by first identifying a core overarching skill of wise trusters concerning entering trust relations; namely, being excellent senders and recipients of the signals that go into reliably making pairings between trusters and the trustworthy. This overarching skill in turn breaks down into a number of distinct sub-skills; including gasp of social norms which form the background against which more explicit signalling might be required. It also requires the kind of meta-reflectiveness that enables understanding your own tendencies in interpreting others and the hard work of recalibrating those tendencies so that they are better able to track actual trustworthiness. As a white person in a racist society (and I take all extant societies to be racist to varying degrees) being a wise truster across racial difference is going to require doing the hard work of rooting out racist misreading of signals. 
Other skills come into evidence when we consider what it takes to display wisdom in maintaining trust relations. Given Baier’s starting assumption that most trust relations are tacit, have no explicit moment of beginning, and generally come to awareness only when we experience let-down, it is not surprising that she should have devoted attention to providing a catalogue of the skills and norms that govern maintaining trust relations. What is surprising is that no-one else has. 

To reap the full benefit of trust, trust requires assigning discretionary powers to the one-trusted. If I were able to give a description of exactly what it is that I am counting on you to do when I trust you – the kind of description that we might seek to make transparent in a carefully crafted contract, say – then, given the right resources, I would be able to do that thing myself. Sometimes we trust others in domains we could handle ourselves because it saves time or resources.  The full power of trust when it is met by trustworthiness is revealed when we cannot do this, when we can give at most a vague description of what it is we are counting on them to do because they have knowledge we lack. They know, and we don’t, what would count as doing well in this domain. When we assign discretionary powers, we make ourselves vulnerable to untrustworthiness masked as appropriate use of discretionary powers. But a policy of ‘no surprises’ would cut us off from the full benefits of well-placed trust; thus Baier posits that wise trusters will be willing to be surprised at the ways in which others respond to our dependency instead of assuming that they are failures to respond (Baier 1986, 1994). 
Wise trusters also display resilience in their trust relations: one let down does not necessarily mean optimism is not warranted (Baier 1994). Wise trusters must recognize that the other is an agent with their own goals and values, who needs to embed responsiveness to their dependency within a complex deliberative field that includes much else besides so. Narcissism is the enemy of sustaining trust relations for the narcissistic will see every failure in responsiveness as counting against the trustworthiness of the other. (Small wonder then that Trump should have fallen out with even the most trusted of his advisors.)
To these we should add: those who are wise at maintaining trust-relations are skilled at precisifying domains. On my account, all trust relations have a certain breadth; trust’s third-place is ‘in domain of interaction D’ rather than ‘To do Z’.  Trust as an affective attitude is dispositional. When activated it can give rise to specific reliances; that is to counting on the other to do ( where (-ing can be more or less precisely defined, ranging from the vague ‘looking after’ to the clearly delineated ‘picking me up at the airport’. How are we to individuate domains? Some are individuated by the skills required for their navigation. Professional roles from health care providers to plumbers provide examples. Other are individuated normatively. If any sense at all can be made of the Rosenberg Generalized Trust Question, ‘most people can be trusted’ (Rosenberg 1956), it is because people hear it as tacitly referencing the domain of basic decency. When it comes to close personal relationships, domains broaden as well as multiply. We trust our (good) friends to have our back and support us in adversity; our trust extends over a large and vague domain of interaction. Suppose that I trust a good friend to support me during hospital treatment. Suppose they even affirm that they are up for it, they’ve got my back, they will support me. But they don’t follow through. It turns out that this friend witnessed their mother die of cancer when they were a child. They wanted to follow through, they tried to follow through, but they just can’t ‘do’ hospitals. Such a failure could lead to a breakdown of trust and so to the end of the friendship. But it need not: the wise response might instead be to trim the domain of your trusting interaction, in recognition of the limits we have as a result of personal history. Domain-trimming can maintain the trusting relationship in roughly its previous configuration. Domain-trimming shades into domain shifting, which brings us the problem of wisdom in the exit or transformation of trust relationships.
Trusters, wise or not, will invariably encounter let down and betrayal. If trust is betrayed, it might be thought that the thing to do is withdraw from that trust relationship and replace trust with distrust. Certainly, doing so would be justified, but there are other responses that would likewise be justified. Withdrawal or distrust might be rationally permissible, but other responses might also be rationally permissible. Faced with betrayal, the wise do not ‘burn down the house’. The wise will recognize all the in-between space from full trust to distrust and not quickly respond to trust’s betrayal with distrust. The right response might be to move to from fully-fledged trust to hopeful trust, to neutrality, or to caution concerning the relevant domain. Or the right response might be to shift domains: can’t be counted on always to have my back but can be counted on to do their part in shared enterprises and so be a fit partner for a range of cooperative activity. Trust relations can be renegotiated instead of abandoned, and that might be the wise thing to do. Renegotiation is simultaneously a form of ending, of maintenance, and of beginning anew, which shows that breaking down the skills the wise truster needs into beginning, middle and end skills is an analytic abstraction rather than phenomenologically accurate to the lived experience of trusters, wise or not. As a beginning of sorts, the signalling skills – in this context explicit ones – will come to the fore. Of course, knowing that there is all the space from full trust to full distrust and the option of exit or renegotiation will not itself make you wise in your trust, but it is an important step on the path to wisdom for it opens up awareness of a richer range of options than might at first have been apparent.
Have we made progress? Have we said something more substantive than that whether or not trust is wise depends, and, what’s worse, depends on something (justification) that itself depends? I think we have: We’ve broken down the skills required into those governing entry, maintenance, and exit of trust relations, and we’ve identified a set of skills relating to signalling and correct reception of signals that lie at the heart of, though by no means exhaust, wise trust. But of course, I haven’t given a set of rules by which we might tell wise trust from rash trust. Nevertheless, by breaking down the problem of wise trust in this way, I have sketched the kinds of skills that those who would embark on trying to become wise trusters need to focus on developing. And that, perhaps, is progress.
IV
Socially scaffolded wise trust. We are made into trusters, wise or not, by developmental scaffolding. To become wise requires capacities acquired in childhood, including traits and developmental skills grounded in early life experiences of good enough attachment and the ego security they provide, as well as early lessons in trusting well or badly. Experience shapes our sense of which domains what kinds of people can be trusted in, and trims the overly optimistic answer, ‘everything’ that might first have been directed towards care-givers into something better able to track capacity and willingness. 

It can be tempting to think of this social scaffolding as like training wheels for the novice cyclist: Necessary when getting started, but after that, able to be cast off as we gain the skill and confidence to be able to ride off on our own. But this view presupposes that developed capacities are self-sustaining and that they inhere in us, rather than in the relation between us and a context. Victoria McGeer has argued against the first claim: creating and sustaining our agential capacities are not separate processes (McGeer 2008). Let me argue against the second.
If we think of wise trust as a set of skills that inhere in the person, then wisdom should be able to travel. That is, a wise truster should be able to move from one context to another without loss in their wisdom. They bring their wisdom with them. Given what I have said about the role of signalling and receiving signals in wise trust, this claim is almost certainly false: the skills needed here are local and particular because part of our social fluency. Move context and we lose these skills. It might be objected that the wise will be aware of the conditions for the wisdom of their trust and will be alert to when those conditions change. The wise will know that they are in a danger zone and will cease to trust themselves. They will know they need to seek out help to interpret standing signals and to effectively communicate their dependencies when this is required, and being wise they will be able to work out where to go for this help. I’m sceptical: if fluency is required for engaging in wise trust, then fluency is also required for finding those who can stand as substitute for your own lost fluency. The problem reappears and until you get up to pace you might struggle even to achieve is justified trust, and that only by careful reflection and external help.
The signalling skills identified above as core to wise trust not only require social fluency, they typically presuppose an interpersonal or institutional background. Change that background and you might struggle to hit justification’s weaker bar. Consider being able to ‘read’ even that most explicit of signals, a certificate. Certificates and registration by bodies governing skills from medicine to plumbing work because there are boards, examiners, and regulatory bodies who are doing the business of checking up on people on our behalf. We trust them, they engage in practices of distrust and call for verification. Once they verify, we can place our trust in those they certify. Nor are cases of this kind rare: it is easy to think of trust and dyadic, and I have for the most part spoken as if it were, but behind dyadic trust typically lies networks of trust and of distrust, undergirding, making justified and sometimes making wise, our trust in others. Sometimes these networks of trust and distrust are interpersonal; for example, networks of friends and colleagues, where the wisdom of my trust in someone depends on the wisdom of my trust in someone else who has helped broker that trust relationship for me (Alfano and Huijts 2020), sometimes they are institutional. Legal theorist Matthew Harding, who views trust as optimism regarding risk at the hands of others’ free agency, argues that we can understand the nature and scope of fiduciary law if we view it as designed to enable and support trusting relationships (Harding 2013). We can outsource our need for assurance to legal systems which are designed to make fiduciaries trustworthy, thus making trust possible where before there was none, or deepening existing trust relations.
   When networks of trust and distrust are institutional, or contain one or more nodes that involve an institution, we will be set up for failure when those institutions aren’t fit for their role in a network of trust, when, for example, there is corruption, or perverse incentives, such as those that emerge when holding to account is done using proxies that are poor measure for what matters to us (O’Neill 2005). My being able to function well as a truster can depend on the existence and well-enough functioning of the background my trust presupposes.
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� D’Cruz (2018) claims that for trust to be wise it must become fine-grained, but this is merely a comment made in passing while defending three-place trust from two-place challenge and does not receive elaboration.


� There is a further, philosophy of language argument against treating them as synonymous because argues they behave differently in comparative contexts (Siscoe 2021).  


� At least in cases like this. Perhaps there are requirements of structural rationality rather than mere permissions. For an overview of the issues see Kiesewetterm and Worsnip, 2003. 





� Simpson (2017) argues that things are little more complicated. Though your account of what trust is constrains what you can say about justification conditions it does not determine it. An affective attitude view can hold that at least sometimes trust is justified only if a belief in trustworthiness would be justified, and a cognitive view can take on evidentialism and argue that trust can be justified on non-evidential grounds or restricted-evidence grounds. He thinks that there is nothing that we can say about the justification conditions for trust in general, because we do not have a single trust concept but many. 


� For a more complete defence, see Jones 1996, corrected in Jones 2012.


� For this account of the biasing role of emotions see Ronald de Sousa 1987. De Sousa claims that these biasing cognitive sets are constitutive of emotions, but such a strong claim isn’t needed here. All that’s needed is either emotions and other affective states are fully or partly constituted by such cognitive sets, or they set them in train. The minimal claim enjoys strong empirical support.


� Pace the standard framing in the literature which takes trust to belong to the genus reliance, and then searches for its differentia: Reliance on good will? Integrity? Reliance invested with reactive attitudes?


� This explanation is different from that given in Jones 2004, where I (briefly) entertained an alternative analysis of trust grounded in normative expectations rather than affect, which I consigned to the deeper level of basal security.


� For more on mechanisms of trust-responsiveness, see Pettit 1995 and McGeer 2008.


� I’ve explicated rich trustworthiness in terms of my preferred account of trustworthiness, but it is a notion available whatever your account of trustworthiness, for it amounts to trustworthiness that reliably signals its presence.


� Ref evidence of over policing, reports of Melbourne being ‘terrorized’ by Sudanese youth gangs.


� And of course other ways they can go wrong that don’t relate to signal failure – e.g. deliberate deception, malice, incompetence to name just a few.


� For a related discussion in the context of norms of trust and trustworthiness revealed by considering rejoinders to the complaint, ‘but I was counting on you!’, see Jones 2017, pp 103-105.
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