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Introduction. 

I begin by juxtaposing three curious facts about contemporary academic philosophy. 

DIVISION OF LABOUR    Over the past half-century, there has been a striking change in how academic philosophy is organised. Professional philosophy now bears many of the structural hallmarks of a modern scientific discipline, with increasing specialisation, technicality, professionalisation, and massive division of cognitive labour. 

TESTIMONY SCEPTICISM    There has been persistent scepticism about relying on expert testimony to settle beliefs about philosophical questions. 

ANXIETY    Many worry about the non-progressivity of academic philosophy. Lack of progress is often said to be demonstrated by lack of consensus on core philosophical questions. Some now retreat to saying that philosophical questions are not truth-apt and/or that knowing the answers to these questions is not a primary goal of philosophy.

On the face of things, these observations make for a strange combination. We organise professional philosophy in a way that seems to presuppose—like in various sciences—that practitioners rely on each other’s findings. The classic ‘big questions’ in philosophy have been decomposed into ever smaller and more technical research questions. These subquestions (and subsubquestions) are addressed in growing thousands of highly focused publication units, containing many more arguments, distinctions and narrow conclusions than any single researcher could absorb. With an ever-increasing number of new specialist journals, the publishing capacity (and professional expectations) of academic philosophy continues to grow. One justification for this division of labour would be: if we could take for granted each other’s findings, then we might be able to synthesise answers to the big questions that originally motivated investigating the smaller and more tractable questions. After all, many small research questions derive most of their intellectual interest from their potential contribution to a larger debate. But philosophers are highly suspicious of taking what other experts say for granted. It has even been suggested that doing so is anti-philosophical. Against this backdrop, worries about the lack of philosophical progress proliferate.[footnoteRef:1] Despite the embrace of a scientific model for philosophical inquiry, and a (long-term) growth in the output of professional philosophy, we do not see convergence on answers the big questions. Why has this structural shift failed to bear fruit?  [1:  Views on philosophical progress differ. For some more optimistic takes, see for instance: Stoljar 2017, Frances 2017, or Cappelen 2017.] 


Behind these observations, a danger looms: namely, that academic philosophy is somewhat absurd. This worry can, I think, be pitched at two levels—individual absurdity and collective absurdity.
 
· Individual Absurdity. Many philosophers dedicate years of effort trying to publish papers on narrow questions. These papers are often read by very few people, their contents treated with a default attitude of scepticism and highly unlikely to help settle any big question that initially motivated interest in the narrow question. And when ambitious individuals directly take on the big questions, the chance of them persuading their colleagues is low.

· Collective Absurdity. We structure our academic activity to divide cognitive labour among philosophers, while simultaneously embracing a norm on which we do not rely heavily on the findings of other practitioners. This means that we are creating and sustaining a discipline where large amounts of intellectual effort are predictably futile.[footnoteRef:2] [2:  The general worry remains even if we accept a non-testimonial model for sharing philosophical findings. It is possible to rely on what other people say without relying on their opinion as testimony. Alison Hills 2020 for example, distinguishes between propagation and transmission. Transmission is the standard case of testimonial reliance—I believe that p just because someone asserts p. Propagation, as the botanical metaphor suggests, involves taking a view from one source and letting it grow independently elsewhere. When we see the force of a thought-experiment, for instance, Hills claims this is propagation—we do not accept (say) Gettier-cases because of Gettier’s testimony, but rather because we appreciate the strength of his cases for ourselves. Forceful arguments can be appreciated as forceful without being taken on trust from the author. All this is correct. But this does not resolve either worry about absurdity. Propagation is more effortful than relying on testimony. Unsurprisingly then, on the individual level, many publications are barely or not at all propagated. Collectively, given the limited individual capacity to absorb propagation, the question over division of labour remains. For more discussion, see Landes 2022. ] 


These are troubling charges. Some, attempting to save face, endorse heterodox views about the aim of academic philosophy, denying that aiming for philosophical knowledge is the point. Perhaps philosophy has merely therapeutic goals, aims at the subjective understanding or satisfaction of the individual, or is about working out how to live an authentic life. But even if such responses might help some individuals see purpose in their activity, such retreats struggle to give any compelling explanation for why academic philosophy is structured the way that it is.[footnoteRef:3] We give every appearance of dividing our labour to try and answer philosophical questions. Why bother with that, if the real aim of philosophy is therapeutic, about authenticity, or about individual satisfaction?  [3:  This lacuna has large practical ramifications. If we cannot vindicate the disciplinary structure of academic philosophy, then it becomes harder to argue against various types of institutional (usually, budgetary) changes that prune academic philosophy.] 


In this paper, I offer a less sceptical and (modestly) anti-absurd perspective. The first part of my argument pushes back against the highly sceptical treatment of philosophical testimony. My broad view is that relying on philosophical testimony is both more common and more reasonable than has been suggested. Within research programmes, reliance on philosophical testimony can be unproblematic. Division of labour in philosophy is therefore not a priori absurd. Then the question arises as to whether the (possible) existence of such research programmes can help with our anxieties about progress. My answer here is more ambivalent. Things are not as bad as often suggested, insofar as research communities can successfully answer big questions even against the background of disagreement. But it remains true that, from the individual perspective, you are rather unlikely to be in the right camp. The consolation prize is that you might be contributing to, even if not helping to constitute, philosophical progress. 

Testimony Scepticism & Philosophical Exceptionalism.

There is a long line of scepticism about relying on testimony to form beliefs about answers to philosophical questions. For our purposes, the focus will be on professional philosophers considering the testimony of other experts whom they consider intellectual peers. 

Scepticism about philosophical testimony first became prominent within particular philosophical domains. Aversion to testimonial deference has been especially prominent as a claim about moral testimony.[footnoteRef:4] So the rough idea goes, you should not form your moral views through simple deference to a putative moral expert. If you want to know whether it is morally acceptable to (say) steal from the rich to give to the poor, you should not simply email a moral philosopher and take their answer for granted. While it may be appropriate to rely on an expert for advice, one should exercise intellectual or moral autonomy in making the final call for yourself. This suggestion about morality stands in contrast, it seems, with the unproblematic deference due to experts in other domains of inquiry (consider asking a relevant expert: in what country is Angkor Wat; what year did Frasier first air on TV; what is the atomic number of gold?). A similar testimony scepticism has also long been influential as a claim about aesthetic testimony.[footnoteRef:5] According to many aestheticians, perhaps tracing back to Kant, one should not settle one’s views about (say) the beautiful and the sublime just by parroting what an expert tells you. While it’s fine to settle humdrum factual belief about Frasier by relying on a critic’s say-so, we should not settle our aesthetic opinions by similar deference. You can learn the facts of Frasier from the critic—but not whether Frasier was witty, timeless, profound, and so on. [4:  E.g. see Hopkins 2007; Hills 2013; Crisp 2014; Mogensen 2017; Callahan 2018.]  [5:   See Robson and Wallbank 2024 for a comprehensive summary.] 


More recently, this testimony scepticism has been extended to philosophical testimony in general.[footnoteRef:6] According to this broader sceptical view, it would be inappropriate to make up your mind about (say) the existence of God, the nature of human consciousness, or the difference between knowledge and mere opinion simply by deferring to an expert. Just as with moral and aesthetic propositions, the thought is that there is something about philosophical questions that are different from other types of scientific or everyday factual inquiries. A rough diagnosis has been that philosophical questions are ones we should ‘work out for ourselves’. The role of the expert might be to provide guidance or reveal relevant considerations—it would be silly to hold that expert advice cannot scaffold our inquiry—but not to decide for us. The testimony sceptic tells us that something about philosophy requires that we engage in an intellectually autonomous way, eschewing the deference to expert testimony unproblematic in other areas of inquiry. [6:  E.g. see Allen 2019 writing in this journal. For general discussion, see Ranalli 2020 and García 2024.] 


If correct, all of this raises large questions about what makes philosophy different from other domains of inquiry. All manner of rather radical positions that have found defences in contemporary metaphilosophy could be viewed as explaining or vindicating resistance to testimonial deference. For example, consider the following views: 

· Philosophical propositions are not truth-apt.[footnoteRef:7] [7:  Keith Allen, writing in this journal (ibid.), suggests that the testimony challenges forces us to must retreat to a sort of ‘philosophical fictionalism’. Such views are also prominent in response to the challenges of moral and aesthetic testimony in particular.] 

· The aim of philosophical belief is not truth or knowledge.[footnoteRef:8] [8:  E.g. Hannon and Nguyen 2022; Keren 2023. Such responses are also prominent in the case of moral and aesthetic testimony, e.g. see Hills 2009; Hills 2022 for examples.] 

· A philosophical community that widely agreed would be defective.[footnoteRef:9]  [9:  Helton forthcoming.] 

· Philosophical questions are indeterminable.[footnoteRef:10] [10:  Hannon (ms).] 


These are striking ideas. Accepting them would require embracing a type of philosophical exceptionalism whereby philosophy is fundamentally different from other truth-apt domains of inquiry.[footnoteRef:11] Such philosophical exceptionalism would deepen our original set of puzzles. First, why should we behave as if we are engaged in a search for collective truth, when no such thing is either achievable or appropriate. Second, and this point has been too-little appreciated, why organise philosophy in the same way as other disciplines, if it’s radically different from them? While disciplinarity and the division of labour might be right for truth-apt, convergence-seeking disciplines that address determinable questions, it would be left open—perhaps even dubious—whether that was the right structure for an exceptional discipline.   [11:  I borrow this phrase from Timothy Williamson, who has in numerous writings defended an anti-exceptionalist epistemology and semantics for philosophy. See Williamson 2007 for his comprehensive metaphilosophy. More recently, see Bengson, Cuneo, and Shafer-Landau 2022.] 


Not all explanations of testimony scepticism are so radical. A more moderate diagnosis highlights pervasive disagreement about philosophy.[footnoteRef:12] Many think that widespread disagreement on a question among intellectual peers blocks the transmission of knowledge or justified belief via testimony. If one expert asserts A and another expert asserts B, it’s plausible to suppose that you cannot acquire knowledge that A just by plumping for the testimony of the first expert—even if what they say is true. Disagreement on philosophical matters is widespread and empirically documented.[footnoteRef:13] Two experts are liable to give different answers to the same question. While there is widespread agreement (and widely accepted methods to verify) that Frasier first aired in September 1993, there is not similar agreement on (nor methodological consensus on how to determine) the propriety of stealing from the rich to give to the poor or the difference between knowledge and true belief. [12:  Kelly 2016 critically discusses various ways to develop this view. ]  [13:  See Bourget and Chalmers 2023. However, optimists about progress (see fn. 1) will offer a different perspective. ] 


The disagreement diagnosis is more moderate because it avoids a commitment to philosophical exceptionalism. One might say that philosophy is just like other domains of inquiry insofar as deference is perfectly appropriate once the relevant experts agree. If we ever get to a point where there is widespread consensus, then we can defer to philosophical testimony. In this sense, the disagreement diagnosis is less troubling than abandoning the idea that philosophy is a discipline that aims for truth or knowledge. But serious anxieties are left unresolved by appealing to disagreement. Firstly, as the proponent of more radical metaphilosophical positions will insist, we are left with the question as to why disagreement is so persistent. The philosophical exceptionalist will claim to have a more complete explanation for the current situation. Secondly, and pertinent to our concern, the disagreement diagnosis fails to respond to the concern of individual absurdity. Most of the growing thousands of philosophical papers on narrow subquestions do not counteract disagreement. To the contrary, most publications seem only to add to the sum of philosophical disagreement. We are left with the worry that philosophers are often absurd in the sense of not only failing to progress the discipline but making progress increasingly distant. 

Dividing and Conquering? 

The status of philosophical testimony, properly understood, does not force us to accept philosophical exceptionalism. Nor, I suggest, does the pervasiveness of philosophical disagreement support strong pessimism about relying on philosophical testimony. These points are related. If we consider the distribution of philosophical agreement and disagreement, we are left with a more nuanced picture of academic philosophy—on which it is not radically different to other scientific disciplines, on which we can push back against the most severe anxieties about philosophical progress, and on which reliance upon philosophical testimony is appropriate within certain contexts. 

What the testimony pessimist gets right that it is rarely and perhaps never appropriate for an expert to immediately settle philosophical belief about the ‘big questions’ through simple deference. Take an example. A canonical big question is about the nature of morally right action. A professional philosopher should not simply defer to their colleague on the answer to this question and end their inquiry there. Any practitioner would know that such deference would be arbitrary insofar as a different colleague would likely give a completely different answer. This way of putting the point leaves open various more precise explanation for rejecting deference on the big questions—e.g. whether the known fact of disagreement blocks transmission of justification or knowledge (even if the testimony were true), whether such deference would be intellectually negligent, whether these are mutually compatible accounts. For now, I simply grant the point in rough terms.

What do I mean by the ‘big questions’? Even without a precise analysis, the idea is familiar enough. Academic inquiry typically proceeds by iteratively decomposing big questions into smaller questions. Suppose we try to give a consequentialist account of morally right action. We inevitably will find ourselves asking further questions to flesh out the account. For instance: what consequences are morally relevant? A welfarist might then ask: what goods constitute well-being? Then: how should we quantify possession of a good? A wrinkle: do goods contribute to well-being even if not enjoyed by their possessor? Objections loom: can humans enjoy a good when radically deceived about its nature? While we are at it: does every subject of welfare enjoy things in the same way, or can different species enjoy things in different ways? And even if we answer these questions, we’ll still be confronted with: is there a way to measure the total value of different goods that are possessed in the relevant way? There are many papers on each of these questions. This is a typical way for philosophical inquiry to proceed. We’ve taken a general ‘big question’ about morally right action and ended up asking increasingly specific subquestions, ostensibly to make progress on answering the big question. These subquestions, I should say, are still individually interesting and important! Each of them could themselves easily be decomposed into increasingly technical and narrow further subsubquestions—questions about the viability of particular objections, objections to objections, reinterpretations of objections, critiques of measurement procedures, questions about the relevance of empirical results to philosophical theory, yielding thousands of papers. Such iteratively more specific work is often iteratively less read and remembered. It is here that the challenge of absurdity is particularly sharp. But this breaking-down process is characteristic of contemporary academic philosophy and one of the crucial structural developments in how professional philosophical inquiry now proceeds. 

That we should not simply defer on the big questions does not mean it is inappropriate to rely on expert testimony about answers to smaller questions in certain conditions. Just because it may be arbitrary to defer on the answer to a big question when you have no antecedent reason to prefer position A to position B, it does not mean that it is arbitrary to defer once you have committed to and understand a certain way of tackling the big question. The project of answering smaller subquestions often involves taking various things for granted—e.g. addressing them within a certain framework, assuming that certain things are true, accepting the permissibility of tackling the question without considering some inconsistent possibilities, and so on. More, or less, might be taken for granted depending on the nature of the project. Here is a contention. Relying on testimony about a philosophical finding is sensible when you know that you share a philosophical perspective with the expert peer providing testimony. 

The idea of a ‘philosophical perspective’ comes in degrees but can be roughly characterised as sharing a cluster of substantive and methodological assumptions that enable engaging in a research programme with other philosophers. It is commonplace, within almost every debate, for subcommunities to emerge where participants broadly share a set of substantive views and assumptions that allow them to develop a distinctive and sustained approach to answering bigger questions. A broad set of assumptions, methodological and substantive, are taken for granted within such work. For instance, someone contributing to the literature on measurement techniques for an impartial welfarist moral philosophy is not going to spend the first half of their article asking whether there is a deontological prohibition on lying. That would be wasted effort, given the ambition of contributing to a research programme, rather than relitigating a fundamental divergence in philosophical perspective. Examples of philosophical perspectives and research programmes can be found from all areas of philosophy, at different grains of generality and specificity. For instance, taking some general examples, liberal egalitarians in political philosophy often agree on the same set of plural political values. Certain possibilities are simply ruled out from the beginning by research within that tradition. More specific groups might endorse a Rawlsian or Dworkinian framework for resolving more specific disputes. Within the former, one might adopt an approach that is perfectionist or a fully political liberalism. Once such specific frameworks are accepted, the basic schema for arguing about political arrangements is accepted, and vast regions of political space are taken out of consideration. Taking another example from normative philosophy, effective altruists in moral philosophy often agree on using decision-theory to calculate optimal interventions from an impartial welfarist perspective and use this framework to analyse specific policy proposals. Within this camp, different theorists endorse more specific positions about how to measure welfare. Moving to theoretical philosophy, knowledge-first epistemologists share the same broad theoretical assumptions. At the beginning of this wave, it seemed that there was a self-conscious attempt to build a ‘knowledge first movement’. These assumptions include the theoretical primacy and non-analysability of knowledge, the E=K thesis, epistemological externalism, and a broad abductive strategy for rejecting ‘justification-first’ and internalist epistemology. In legal philosophy, adherents of the ‘law and economics’ programme share a set of views about the forward-looking purpose of legal institutions, a common and parsimonious normative metaphysics concerning what values are admissible, and a common approach to analysing reforms and evaluating legal orthodoxies. And so on. Such common standards and assumptions are often even clearer in various subcommunities where the standards for inference are formally defined—e.g. logicians, social choice theorists, and formal epistemologists often agree on what constitutes a satisfactory proof of a contentious claim even when they have all manner of other substantive disagreements. This list of examples is illustrative. If disagreement within a perspective seems too great to plausibly count it as a research programme, just draw the boundaries more tightly. And if you have the striking view that there are no extant philosophical research programmes, you can surely imagine what such a thing would look like.[footnoteRef:14]  [14:  If you think that everyone’s methods and assumptions are so disjunct as to make research programmes unintelligible, then the division of labour in contemporary philosophy becomes increasingly baffling. On this point, it is also interesting to note the modest appearance of large group-authored papers, particularly in experimental philosophy (e.g. Rose et al. 2019; Cova et al. 2021), but also in other areas (e.g. Zuber et al. 2021), a development unknown to earlier periods of academic philosophy.] 


If this is right, we can make the further claim: within a research programme, reliance on philosophical testimony can be reasonable. It is not unreasonable, for instance, if one choice theorist trusts that another choice theorist has proven some result, given mutually accepted background axioms. A researcher working with the same impartial welfarist perspective as another fellow-traveller might rely on their analysis of some healthcare intervention. A knowledge-first epistemologist can reasonably rely on the claim that someone has provided a workable K-first analysis of some traditional epistemic virtue. And so on. Of course, the fully external observer might object: ‘nobody should believe that’. But, to an expert already signed up to a philosophical perspective, reliance on testimony seems perfectly reasonable. After all, we are supposing that the believer trusts in the competence of the testifier—at least in the relevant area. To the complaint that such reliance is somehow unphilosophical, we can make the following reply. It is not unphilosophical to prosecute a research programme, over time, as an individual, cumulatively building on one’s earlier results. Within a research programme, you are not morally or intellectually obliged to revisit your foundational assumptions with every fresh article, otherwise you would go nowhere. Given this—and the stipulated trust in the competence of fellow-travellers—it is hard to see why it would become unphilosophical to prosecute a research programme collectively, dividing cognitive labour, relying on the findings of others who share your perspective. It would be strange if it were morally or intellectually permissible only to take a less efficient means to the end of progressing research within a given perspective. The charge of arbitrariness does not arise when philosophers work within a research programme—rather, it is just a more efficient way to arrive at beliefs that you could expect to arrive at anyway.

I take this response to testimony scepticism to show several things. Firstly, there’s no universal prohibition on testimonial reliance when it comes to philosophical questions. Secondly, within a perspective, the problem of pervasive disagreement can be isolated. Disagreement only kicks in when we compare philosophical communities. Thirdly, there is no simple inference to philosophical exceptionalism from the differential status of scientific and philosophical testimony. The difference between philosophy and science is not as stark as we might think. In both the sciences and philosophy, we find subcommunities who share methodological approaches (even if rival subcommunities exist) and in which interpersonal reliance appears possible. And fourthly, the basic idea that we can sensibly divide cognitive labour in philosophy is not a priori ill-founded. I’ve not yet defended the idea that research programmes acquire (for example) knowledge. But the permissibility of sharing research findings within a philosophical perspective already goes some way to defending the intelligibility of dividing labour within philosophy.

Anxiety Reconsidered.

Within a philosophical perspective, it can be sensible to rely on what others tell us. We have the outlines of a response to the accusation that academic philosophy is collectively or structurally absurd—division of labour can be an efficient means of prosecuting a research programme.  But this is only the start of a response. To go further, we must ask what it means for anxiety about philosophical progress. 

Increasing disciplinarity and division of labour has not led to widespread philosophical consensus on the big questions. Philosophical dissensus is seemingly an empirical fact.[footnoteRef:15] (Indeed, it is reasonable to wonder if the incentives of academic philosophy in fact reward dissensus.) Many have the view that lack of consensus is constitutive of a lack of progress. This is entailed, most prominently, by factive views of intellectual progress.[footnoteRef:16] On such views, intellectual progress in inquiry is constituted by answering philosophical questions by acquiring true belief or knowledge.[footnoteRef:17] It also includes views on which progress is constituted by acquiring true and justified belief, or by acquiring understanding, where gaining understanding is modelled in a factive way—e.g. in terms of acquiring a body of true beliefs or knowledge.[footnoteRef:18] Other views might characterise lack of consensus as diagnostic of impediments to progress. For instance, one might think that dissensus supports a deeper methodological problem with how we conduct philosophical inquiry, underpinning a pessimistic induction that future consensus is unlikely. This type of induction is contestable. A common rejoinder to such pessimistic inductions is that analytic philosophy is young. Often, in saying this, people refer to the argumentative norms and substantive assumptions of contemporary analytic philosophy.[footnoteRef:19] But there is another aspect of contemporary philosophy’s (dwindling) youth—namely its organisational structure, the division of labour, the aping of scientific inquiry. Still, even though the pessimistic induction is not watertight, it seems solid enough: can we really imagine with much plausibility a suitably aged academic philosophy arriving at consensus? These anxieties, the constitutive and the diagnostic, fuel the broader concern about absurdity—many philosophers are spending years labouring on projects that fail (and are likely to fail) to contribute to philosophical progress on the big questions.  [15:  Chalmers 2015; Bourget and Chalmers 2023]  [16:  Much important discussion of intellectual progress has been carried out in philosophy of science. For a summary of some of this work, see: Dellsén, Lawler, and Norton 2022.]  [17:  There are also ‘verisimilitude’-based views on which one progresses by better approximating the truth. E.g. see Niiniluoto 2014 for one example. I omit discussion of such views for simplicity, since they raise particular complications. But what I say will largely apply to such views also. ]  [18:  Both views of understanding have been defended widely. E.g. Kelp 2020 discusses a knowledge-based theory of understanding. And Ross 2023 defends a view on which understanding reduces to true belief. ]  [19:  Consider that idealism was a dominant lens through which to engage with many philosophical questions, including ethical questions, well into the late 1950s. Weatherson 2022 provides interesting analysis. ] 


Once more, I want to push back against the most pessimistic readings of the state of play. I will focus on the idea that dissensus is constitutive of failure because progress requires knowing or justifiably believing the truth.[footnoteRef:20] Of course, even if we take this focus, nothing commits us to saying that finding out the truth is the most important job for academic philosophy. Perhaps fostering political critique, inspiring the youth, maintaining critical standards in the academy, or being an institutional warehouse for social misfits is more important. I remain neutral on all of that. Even while remaining neutral on whether academic philosophy might be saved by other achievements, it’s still important to ask if we are misconceived or confused in doing what we appear to spend great time and effort doing—trying to work out the truth. [20:  As far as possible I want to float above the debate about exactly which factive state matters, in the hope that most of what I say will apply to most views. ] 


To evaluate claims about philosophical progress, we need to decide who or what the subject of philosophical progress is.[footnoteRef:21] It’s easy to be ambiguous here or talk about progress in a disembodied way, but this is unhelpful. Progress is made by something or someone, and what we say this something or someone is determines the extent of progress.[footnoteRef:22] We do sometimes say things like ‘this textbook contains a lot of knowledge’. But it is metaphorical; textbooks are not knowers. If you accept the idea that progress requires (say) the accumulation of knowledge, there must be some subject we attribute knowledge to. Or maybe you think that what matters, going back to the textbook, is being in a position to know—this is also indexed to a particular subject. There are things that my logician friends are able to know, for example, that I have little hope of knowing.  [21:  Ross 2021 and Harris 2024 discuss this at some length, drawing on themes from Alexander Bird. But this point is also now widely appreciated. ]  [22:  Of course, claims about progress among different entities are not mutually exclusive.] 


One approach focuses only on making progress as an individual. This is not the most natural approach for making sense of anxiety about philosophical progress. For one thing, plausibly, different individuals make different amounts of progress. Maybe my colleagues are doing great while I am wasting my life. For another, matters of consensus and dissensus are only indirectly relevant to whether an individual is progressing. Individuals can progress even if surrounded by those who have fallen into error. So, it is going to be hard to say anything general and informative about individual progress. More pointedly, focusing on individual progress is hardly a remedy for worries about absurdity. The risk of individual absurdity is extremely high if we separate the success of an individual from their academic community. Given widespread dissensus, the chance that any given individual has reached the right answer must be rather low. Nor is a focus on individual progress an obvious way to solve the worry about collective absurdity; if all that matters is individual progress, why do we share out intellectual tasks in fine-grained ways? And finally, as a wrap-around objection to such a focus, individual progress, cleaved from the collective, can be inert and easily lost. The individual who makes progress without being integrated into any academic community is like the proverbial tree falling in the woods. If someone discovers the truth and keeps it to themselves—who cares? By analogy: if someone on the uncontacted Sentinel Islands has the cure for cancer, it’s no prize for our scientific community. There is no guarantee that individual progress is integrated into the philosophical community in any way at all.

Another approach focuses on collective progress as a discipline—to ask whether philosophers as a collective unit are progressing. This has become, I think, the dominant way to think about progress. One theme in recent work is the attempt to model academic disciplines as agents in their own right; as a collective that gathers evidence, forms beliefs, and acquires philosophical knowledge. The very rough thought is to conceive of academic communities as like a mind or corporate entity. The relevant practitioners, journals, lectures, books, and reference works (etc.) are candidates for being parts of the entity, with the commitments of this collective mind supervening on these constituents. In ideal conditions, this type of modelling might underpin a highly optimistic story about the purposiveness of academic research. The efforts of the individual are not absurd, so we might think, because they are contributing to something greater than ourselves—to the progress of philosophy as a continuing entity. And the structure of philosophy is not absurd because it has created a sophisticated unitary agent, making use of interdependent individual researchers. 

But this optimistic story is entirely promissory. How might we attribute beliefs or knowledge to a collective like the philosophical community? There are two broad options for attributing belief (or knowledge) to a group: summativist and non-summativist accounts. Summativist accounts make collective belief or knowledge a function of what individual members of the group believe. The simplest versions will say, for instance, that something is believed by the group iff most or all the group believe it. Such summativist approaches provides us with little hope of attributing progressive states such as knowledge if we focus on the entire philosophical community. Whether through neglect or disagreement, the contents of most published philosophy simply do not become known by most or even many philosophers. This observation just restates the original problem. 

Non-summativist accounts might appear more promising, because they can attribute beliefs to a collective with some independence from what individual members believe. Alexander Bird’s influential epistemology of scientific communities, for instance, suggests that we can attribute suitably published and indexed scientific research as a belief of a scientific community.[footnoteRef:23] (His own examples are often of subdivisions of the scientific community in general: e.g. the community of semiconductor physicists.) Indeed, Bird argues that the collective can know something even if no current scientist knows the content of the research, so long as the contents are ‘functionally integrated’ into the community in the right way. For instance, if the research is apt to be (re)discovered and accepted when needed, we might suppose that its contents are attributable as beliefs—just as a latent memory in the human mind can underpin an attribution of a latent belief.  [23:  Bird 2007; Bird 2010; Bird 2022. For another view with aspects in common, see Wray 2007. Lackey 2014 provides useful critical discussion. ] 


Unfortunately, most philosophical research is not—nor could with minor adjustment be—functionally integrated into the discipline in the way that Bird has in mind. Under the Birdian ideal, testimony pessimism has been thoroughly overcome. The ‘functional integration’ of what is published into the relevant scientific community precludes default mistrust about what one’s peers say. But there is no such functional integration in academic philosophy.[footnoteRef:24] There is neither such functional integration at the level of academic philosophy in general nor at the level of large sub-divisions of academic philosophy. While the published results of one respected particle physics laboratory might be functionally integrated into the wider field of particle physics, apt to be relied upon, we cannot say that the work of (say) a respected moral philosopher is functionally integrated into academic moral philosophy in the same way. Among moral philosophers, there is simply no disposition to accept generic respectable published outputs as true. And even if there were, the fact of widespread published disagreement would immediately see us attributing inconsistent beliefs to this putative corporate agent. The idea that philosophy, or large branches of it, count as a knowing agent do not seem viable.  [24:  For extended helpful discussion, see Pharr 2025.] 


In earlier work, partly as a response to such worries, I proposed a multi-factor theory of progress on which intellectual communities can progress by: (i) asking novel questions, (ii) acquiring evidence, (iii) increasing their credence in the right answer, and (iv) settling on the truth via belief or knowledge.[footnoteRef:25] Crucially, then, progress can be broader than just (say) coming to know the truth. There can be partial progress even in lieu of the sort of consensus that might underpin collective belief or knowledge, e.g. by starting to ask the right questions or gathering the right evidence. This account of progress in general, I think, still gets much right. But, when applied to the philosophical community writ large, such an account is hardly yet a satisfying response to the threat of absurdity. If the process of aiming for disciplinary knowledge is interminable (or reasonably inferred to be such), then appealing to partial progress provides little relief. Sisyphus might get the rock half-way up the hill; philosophers might ask some good questions and gather some evidence—fine. The problem is the impossibility or improbability of making it all the way. Sisyphus leads an absurd life despite making partial progress; and so would a community of Sisyphuses.   [25:  Ross 2021.] 


What about the possibility of an intermediate option when determining the subject of progress? We might look between (tree-falling-in-the-woods) solitary progress and the empirically inadequate idea that academic philosophy or (say) moral philosophy answer big questions as agents. What about the idea that progress is made, first and foremost, by communities that prosecute research programmes? The suggestion earlier in the paper was that we might find common cause with those who share a philosophical perspective, to carry on a research programme. In such cases, so the suggestion went, testimony scepticism is overcome—we can develop a default trust towards experts within our research programme. Indeed, although I didn’t put things in those words, this begins to sound like the Birdian functional integration. What happens within a community prosecuting a programme of research could be modelled in agential terms, where individuals not only make progress as individuals, but contribute to the progress of the community they are a member of. Under this view, the right primary unit of analysis when thinking about progress is neither the individual, nor the discipline, nor the subject-matters within the discipline—it is discrete research communities. 

How does this idea fare? I want to answer in two parts, firstly by defending the viability of this response from an objection about progress, and then by evaluating how satisfying the response is as a response to our concerns about absurdity.

First, we should briefly defend the idea that research communities can make progress against the background of discipline-wide dissensus. Let’s continue to take factive views of progress for granted. An obvious worry is that discipline-wide dissensus makes philosophical progress impossible until the most significant types of dissensus have been eradicated. Particularly when it comes to the big (or the relatively big) questions, we can easily motivate such an objection. Factive theories of progress say that progress requires alighting on the truth. But, factive theories often require more—for instance, requiring that the truth be known, or that belief in the truth be justified. A quick motivation for such further requirements is that progress cannot consist in lucky guesswork.[footnoteRef:26] Given this, the worry might be that research communities cannot know or justifiably believe the truth given the background of known disagreement with other approaches; they must first demonstrate the non-viability of competing research programmes. In other words: ‘If you cannot even show that competing approaches are wrong, then you can’t know your own philosophical views are right.’  [26:  Such cases appear widely in the philosophy of science literature on progress. For extremely brief discussion of the basic argument, see Rowbottom 2008.] 


I cannot provide a comprehensive rebuttal, but this objection is not obviously compelling. Suppose a subcommunity was in fact generating correct (or increasingly correct) research with respect to their topic, through an increasingly rich body of work building on shared assumptions. (If we are assuming that philosophical questions are truth-apt, I don’t think that this assumption is so extravagant. How likely is it that—for example—an entirely new and compelling ethical framework is on the way, radically different from existing approaches? For many debates, it’s at least plausible that we have already explored much of the logical space available.) So, we have a subcommunity prosecuting a research programme, but it is of course well-known that other subcommunities reach different conclusions on the same question, using different methods and assumptions. Does this disagreement serve as a knowledge-blocker until disagreement between subcommunities has first been settled? This worry, I think, presupposes an implausibly stringent epistemology. If you have in fact taken a reliable and internally coherent approach to finding out the truth, and you have in fact arrived at the truth, I do not think the existence of competing approaches defeats your justification or knowledge. First, we can reject worries about epistemic luck. One might wonder whether the luck of being (in) the right research community blocks knowledge. But while some types of luck preclude knowledge, other types do not.[footnoteRef:27] I was lucky to have schooling that taught me more science than creationism. Does this luck undermine what science I learned in school? No—even though I might well have landed up in a different school, with an even more religious school just across the road. Ditto for research communities. Second, there are many things that I can know or justifiably believe despite my inability to disprove competing upstream propositions, rejection of which my knowledge depends on. The classic all-encompassing example, of course, is scepticism. I cannot disprove Cartesian scepticism. But, contemporary epistemologists suppose that we can still know much about the world. A third worry might be that if we attribute justified belief or knowledge to a subcommunity about p, and p is incompatible with competitor view q, then the entitlement to reject q becomes an illegitimate gift—q can be known to be false too easily. But I am comfortable with denying the type of closure principle that generates this objection. Granting knowledge of some proposition does not mean that I am therefore able to deduce in a knowledge-preserving way that any inconsistent upstream proposition is false. What lies behind the worry that acquiring knowledge requires ruling out every competing framework is a misguided search for higher-order confidence. But, especially in academic inquiry, it is often opaque to us whether we are moving to the truth, have knowledge, or are blundering towards a dead-end. The idea that relevant subcommunities can know the answers to the big questions, notwithstanding discipline-wide dissensus, is worth taking seriously.  [27:  Here, my thinking was helped by Kelp’s 2020: 261-263 critical discussion of Kvanvig 2003 on knowledge and understanding.] 


This neatly brings us back to the core question, namely how satisfying is appealing to the progress of smaller research communities as a response to worries about absurdity? There are some obvious advantages. First, as I’ve just argued, the progress of a research community is consistent with the lack of consensus at the level of academic philosophy (or its sub-areas) generally. So, the inference that discipline-wide dissensus is constitutive of philosophy’s universal failure is blocked. Second, locating progress within research communities goes some way towards vindicating the structure of academic philosophy. If research communities can make progress, even against the background of disciplinary dissensus, then the division of labour inherent in contemporary philosophy is defensible as a means to such progress. The charge of collective absurdity is at least partially mitigated. A third advantage is the set of ways in which focusing on research communities is better than focusing on individual progress. Research communities have an identity that can persist beyond particular individual members. And research communities are integrated into the wider field. The charge that the progress of a research community it is like the tree-falling-in-the-woods does not arise in the same way. Of course, it may not be true in philosophy, as Bird suggests in science, that the broader community can know something just in virtue of a subcommunity knowing something (recall his case of semiconductor physicists). But there is clearly some sense in which what a philosophical research programme knows can be said to belong to the wider philosophical community, even if not as knowledge. 

But a glaring source of pessimism remains, even if we take the communities underpinning research programmes as the primary unit of analysis. Namely, given the diversity of and apparent disagreement between research communities, the natural worry is that most research communities are wrong. Maybe there is a way to say that, in fact, purportedly incompatible theories in ethics, metaphysics, epistemology or philosophy of mind are somehow ‘climbing the mountain from different sides.’ But that strategy seems heroic indeed. From the perspective of an individual, it is overwhelmingly likely that, even if we optimistically grant that some research programme is right, you are probably—if you have resisted the siren call of the philosophical loner—embedded in a research community that is not. So, a revised worry about individual absurdity remains: 

Many philosophers dedicate years of effort in trying to publish papers on narrow questions. These papers may contribute to developing a research programme. But it is very likely that they are labouring to further a misguided research programme. 

Is this a type of absurdity we can live with? It seems preferable, at least, to the pessimism that we started with. The chance of your research part-constituting a progressive research programme, one that answers a big question of the field, is higher than that of stand-alone research on some subsubquestion helping to engender whole-discipline consensus. The other thing to say requires wheeling out the (last-gasp?) distinction between promoting and constituting progress. Some things can promote progress without constituting it. Coffee, for example, promotes progress without constituting it. That’s an example of purely practical promotion of progress. It’s not going to be much of a response to absurdity to compare most philosophers to cups of coffee. But there can also be intellectual contributors to progress. For instance, research might not constitute progress, but it might help one’s successors to get it right—it promotes progress. The hope of promoting progress is not plausibly available on a view on which progress requires the whole discipline to know something. But if we reframe the primary unit of progress as the smaller research community or research programme, then we can potentially see a much wider scope of philosophical work as promoting progress. Of course, merely promoting progress might be viewed as a consolation prize. But it’s better than nothing at all.
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